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OLMOE, 16 slots, cold NVMe (M5 Max): where the decode step waits

I GPU sync (graph incl. installs)
Bmm prefetch bookkeeping $slgbgwaits
B demand reads (SSD) hit 0.85

31 tok/s

32 tok/s hit 0.74

33tokls i 077

hit 0.49

none probe probe probe2
m=8 m=8 m=16 m=8

31 tok/s
hit 0.72

probe3
m=8

27 tok/s
hit 0.64

transition2 transition2t5@ransition2t5@ansition2t70

m=8

28 tok/s
hit 0.63

m=8

29 tok/s
hit 0.65

m=16

28 tok/s
hit 0.58

m=8



