
Controller (laptop) — Agents A, E, F, G, I
Director: preregistration, assignment (seeded), caps, envelope ledger

Scheduler: 4 nodes × 3 slots, per-arm node constraints, emergency stop

Store: SQLite (runs, events, artefacts, receipts, judgments)

Deterministic evaluator (hidden oracles ~/wp42-oracles, LibreOffice recalc)

Blind judges: 3 × claude --bare --json-schema (rubric + deliverables only)

Exports: Parquet / CSV → analysis → manuscript exhibits

Benchmark (Agents B, C)
Public bundle: BRIEF.md, inputs/ (xlsx, docx, pdf, eml, ics, sqlite, png), portal.json

Hidden oracle: oracle.json, evaluate.py, rubric.json, REFERENCE.md

generate.py --seed → byte-reproducible; validator solves blind, then audits

10 pilot scenarios, 10 occupations, depth 21–44

Designed features: planted errors, injection, clarification trap

Executor node (M3U96a/b, M4M64a/b) — Agent D
claude --bare -p (2.1.314) in ~/wp42/runs/<run_id>/ (fresh workspace)

Arm tool set via --tools / --disallowedTools; no Agent tool; WP42_DEPTH guard

Caps: --max-budget-usd, --max-turns, wall-clock kill by session id

Python venv (pandas, openpyxl, docx, pptx, reportlab, playwright)

A2: osascript / System Events / textutil …

A3/A4: LibreOffice headless + Playwright Chromium + portal

Synthetic enterprise portal (loopback, per run)
Flask on 127.0.0.1:<port>, login, document library (downloads)

Record tables + /api/<entity> JSON, forms → out/portal_submissions.json

Information ⊆ inputs/ (constancy across arms)

A4: tools/selfcheck.py + out/CHECKPOINT.md + one bounded --resume

rsync bundle + PROMPT.md + SYSTEM.md

stream-json events, out/ artefacts (hashed)

public bundle

Hidden oracles never leave the controller; workers never see rubrics, oracles or evaluator code; judges never see the arm.


