
Donor D
toy transformer 4 L, d=128
all 8 operators (incl. Ω)
3 seeds; Tier 1–2: 1.5B–7B

Causal localization
interchange patching
zero-ablation, heads
ablation → rescue
organ: post-L0 row, read pos.

Alignment map A
Procrustes / ridge / CCA
fitted on task-free rows
sham: random orthogonal
Prop. 1: regression kills Ω

Graft into R
activation (donor in loop)
subspace k, steering,
adapter, weights, persistent
controls: random/shuffled/unrelated

Evaluation
held-out target / control
Δ_T^adj vs sham
cluster bootstrap
preregistered freeze

activations component A(S_D) R′

Tier 0 — micro-world (PyTorch, MPS)
OPSEQ: invented operators on Z_11, scratchpad trace
recipient trained without Ω (manufactured gap)
17 models (matrix_v1); runs: pilot, v1, v2, confirmatory
fresh-process persistence; supervised / distillation references

Tier 1–2 — open-weight models (MLX, wrapped layers)
Qwen2.5-1.5B/3B (laptop), Llama-3.2-3B, Qwen2.5-7B (M3U96b)
capability: zero-shot task (antonym, capital, morph, add-three)
organ: few-shot − zero-shot last-token state; task-free map
dev split selects, confirmatory split tests (frozen rule, A1–A2)

Registry: 12 completed runs, 1 invalidated; hosts: Apple M3 Ultra, Apple M5 Max. Hooks: bitwise no-op when idle (PyTorch and MLX).


